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Resumen

RESUMEN

El presente proyecto abarca el disefio e implementaciéon de una plataforma
hardwareque integraalgoritmos crittos de procesamiento eaplicaciones para BiData
sobreun SoC de la serie Xilinx Zymaejorando de forma significativau eficiencia con
respecto a implementacionemftwaredel mismo tipo. De forma especifica, se ha disefiado
una plataforma MapReduce hpada al algoritmdVNordCount cuya arquitectura permite
el reemplazale bloques IP parmodificarla aplicacién deina plataforma a otra, siempre

y cuando cumpla un esquema del tipo MapReduce.

Este trabajacomienza haciendo referencia a los asjps claves del concepto de Big
Data y técnicapara el andlisis de datos masivossegstemas moderna<Con ello se abarca
el modelo de programacion MapReduygara procesar y generar grandes cantidades de
datos por medio de técnicas de paralelismo sathusters Seguidamente se abarca la serie
Xilinx Zynq y la metodologia de disefio empleada para la creacion de plataformas flexibles
y configurables para desembocar en las herramientas empleadas en el presente proyecto,
entre las cuales se destaca el entodedesarrollo de sistemas basados en IP, Xilinx Vivado

Design Suite.

Finalmente, elproyectose ha sometid a una fase de validacion con objeto de
estimar los parametros del sistema fin&ntre bs cuales se subrayan parametros de
latencia, throughput y nivel de utilizacion desistema MapReduceEn base a estos
resultados, se concluye que la plataforma disefisgfmesenta unagbuena solucién en lo
gue respectaal andlisisde datos masivos para aplicaciones Big Data debido a su alta
velocidad deedmputo, bajo consumo de potencia y nivel de utilizacion y en ultima instancia
debido a su flexibilidach ser adaptado aotras aplicaciones del tipo MapReduce de

caracteristicas similares.






Abstract

ABSTRACT

Thisa I & (i $ésieéomprises the design and implemetitm of a hardware
platform that integratescritical algorithms of Big Data application processing on a Xilinx
eyl &aSNASa {2/ AYLNRBOGAY3I &ArdtpAsaitddd y (i &
implementations Specifically, a MapReduce platform has beesighed using the classic
WordCount applicatiorto establish a generic architecture thatlows for easy IP block
substitution to modify the application into another, if it complies with the MapReduce

outline.

This work startpresentingkey aspects of th&ig Data concept and techniques for
massive data analysis in modesystems. Through this, we cover the MapReduce
programming model, for large data processing and generation through parallelization on
clusters. Following up, the used Xilinx Zynq Desigthdmlogy is explained, that allows
for the design of flexible and configurable platforms, leadinglly into the tools used in

thisthesis among whictwe emphasize th&ilinx Vivado Design Suite for SoC FPGA.

Lastly, thedesigned prototypds put through a validation phase estimate the
performanceparametersof the systemi.e. latency throughput and utilizationof the
MapReduce system. Based on these results, we conclude that the degatBdm is a
good solution with respect to massive data &sss for Big Data applications, due to its high
computing speed, low power consumption and utilization and ultimately due to its

flexibility to be adapted for other MapReduce applications of similar characteristics.






Index

INDEX

Chapter 1. INtrodUCHION .........ccooiiii i 1
1.1. BacKground........ccoooiiiiiiiiiiii e 1
1.1.1. Global IP traffiC.........coviiiieiiiiiiieeeeeee e 1
1.1.2. An introduction to Big Data and MdReduce............cccoeeeeeeeeiieennnnn.. 2
1.1.3. FPGA based flexible platforms............ccceeiiiiiiiiiiiiiiiiiieeeeeeee 4
1.1.4. Sate Of the Art.......eeviiiiiiiiie e 6
1.2, ODJECHVES ....coeiiiieeieeeee e e e e e e e e e e e e e aaaaaaaaas 10
1.3, PUIONAIY ...t 11
1.4. DOCUNMBNT SITUCIUIE......cceviiiiiiiiiiiiiieeeeeie s 11
Chapter 2. Big Datal.........ccuuviiiiiiiieeeeeee ittt 13
2.1, DefiNITION ...ciiiiiiiiiiie e 13
2.2, CRAACIEIISTCS. . .cieiiiii et 14
2.3. Data mining ChalleNges..........ccooiiiiiiiiiiiii e 14
2.4. The MapReduce programming model.........ccccceeiiiiiiiiiiiiiiiiieeeeeenns 15
2.4.1. MapReduce dataflow...........cccoeeeeiiiiiiiiiieeiic e 16
2.4.2. AICNITECIUIE. .. .uiiiiiiiii e 17
2.5, CONCIUSION ...ttt 18

Chapter 3. Xilinx Zyng All Programmable SoC and HighLevel Design Flowl9
3.1. Xilinx Zynegr000 All Programmable SOC............ccoovvviiiiieeeeecceeiiinn, 19

3.1.1. The ZC706 Evaluation Kit........cooueeeieeee e 20



Index

3.1.2. Processing SYStem (PS)....cccoooiiiiiiiiiiieeeeeeeeeeeeeeeeeeeeeeee e 22
3.1.3. Programmable LogiC (PL).......coooriiiiiiiiieeeeeeeeeeeeeeeeeees 23
3.1.4. PSPL COMMUNICALION.......uvviieiiitiiieeeeiiiiee e e 23
3.1.5. Zyng7000 Memory Map.........cccoeeiiiiiiiiiiiiiiiiiiiieieeeeeeeee s 24
3.2. Xilinx HighLeueDesign FIOW..............cccoovviiiiiiiieeieieeeeeeeeeeveaees 25
3.2.1. Xilinx Vivado and SDK ........c..oeviiiiiiiiieeeriiee e 25
3.2.2. XilinX VIivado HLS........oooii e 27
3.3 CONCIUSION. ...eiieiiiiiiie ettt e e e 28
Chapter 4. Proposed SOIULION...........uuiiiiiiiiiiiiii e 29
4.1. Initial constraints and CONSIAErations............cccceeeevririiuriiriieeeeeeeeennnns 29
4.2. MapReduce dataflow architecture...............ccooooeeeii 30
A.2.0. SPIteeeieoeeeeeeeeeee et 32
8.2.2. MAP e eeeeeeeeeeeeeeee ettt e et ettt ettt ettt et 33
4.2.3. REUUCE......eeiiiiiiiie et 34
B.2.4. MEIQEC...coiiiiiiiiieeieeeeeeee s 34
4.3. Streaming interfaces considerations.................ccccccevvveiiiiiiiieieeeeee, 35
4.4. P block depth and preliminary worker footprint..........cccccceeeeeeiinnnnee 35
4.5, CONCIUSION. ....eiiiiiiiiiii ettt e e e e e 37
Chapter 5. Hardware platform design ...........cccoeiiiiiiiiiiiiiiii e 39
5.1. Vivado HLS coNnSiderations..............cceeeeeeeriiiniiiiiiiieeeee e 39
5.2. Synthesizable functions library.........cccccoiiiiiii 41
5.3. Tuneable parameters file.........cccoiiiiiiiiiiiiie e 43
5.4, AMBA AXI4 SIream OriVeL.......ccuuuiiiiiiiiiiieiieee e 44
5.5. IP block modeihg...........oouiiiiiiiii 46
55,1 SPIit.eeeeeeeeeeeeeee ettt ettt ettt 46
5.5, 2, VAP i 50



Index

5.5.3. REAUCE......coii e 52
.54, IMEBIQE...cciiiiiiii e 58
5.6. Cosimulation and implementation results...............cccoeeeeeeeeiennn, 60
5.7. Platform modelling.........oouviioiiiieee e 62
5.8. Platform Implementation results.............cccccee i, 66
5.8. 1. LAYOUL...eiiiiiii et 66
5.8.2. UINIZALION. ....eiiiiiiieiiiiiiie e 67
5.8.3. Utilization faCtOL...........ccceiiiiiiiiiiiiiiie e 68
5.8.4. TiMING SUMIMAIY...cciiiiiiiiiiiiiiiiiiiiitee e e e e e e e e e e 70
5.8.5. POWer CONSUMPLION.....ccceeiiiiiiiiiiiiiiiiiieeeeeeeessiiiineeeeeeeeeeessesnenennd O
5.9, CONCIUSION....ciiiiiiiiiiiieiiiiiiee et eireee e e e s esnneeee el L
Chapter 6. Hardware-software integration ............cccccceeeeeiiiniiiciiiieeieeeeeennn 73
6.1. Hardware platform instantiation and BSP creation..............ccccc.......73
6.2. Baremetal appliCation...........ccoooviiiiiiiiiiiiieeiiiiiieeeeee e L O
6.2.1. Used libraries and driVersS............cccccceeeiiiniiiiiiiiiiieeee e 77
6.2.2. SYSEM SETUPD......uuiiiiiiiiiieieiiii et eenn s enne e d O
6.2.3. APPlICAION FIOW......ccooiiiiiiiiiiieie e 80
6.3, CONCIUSION...cciiiiiiiiieiiiti et 82
Chapter 7. Validation phase ...........ccooiiiiiiiii e 83
7.1. Validation environment characteristiCs............occcuvvveiiiinieeeeeeeiies 83
7.2, LatenCy @nalySiS.........oiiiieiiiiiiiiei e 85
7.2.1. Latency MeASUIEMENIS. ......uuuiuiiiiiiiiiiiiiis s e e 86
7.2.2. Throughput MeasuremMeNtS.........ccovvviiiiiiiiiiieeee e 88
7.3. Conclusions and system validatian..............ccccoevviiviiiiiiieeeencceii. 89
Chapter 8. Result analysis, conclusions and future work ...............c.ccooee.. 91
8.1. Overall results and CONCIUSIONS............oooiiiiiiiiiiiiieeeee e 91



Index

8.2. Improvement suggestions and future developments....................... Q3
8.2.1. TRroUgNPUL ISSUBS ......eiiiiiiieiiiieittt et 93
8.2.2. Memory lIMItAtiONS........cvveiiiieiieieiiiieiin ! 94
8.2.3. ParalleliSm..........cooiiiiiiii e 94
8.2.4. Software application ImMprovement...........cccccceeeeeiieieeeiesenseeeeeeeenn 95
8.2.5. Architecture modifiCatioNS............ccoviiiiiiieiiiiniie e 95

8.3, ClOSINgG StAtEMENTS........uuiiiiiiiiiiee e 96

Reference97



Figure index

HGURE INDEX

Figure 1¢ Global IP traffic growth forecast per region [2]............cccoeiiiiiiiiiiiiiiieeeeee, 2
Figure 26 Big DAt@ SOUICES.......ccciiiiiiiiiiiiiiiiie ettt e e e 2
Figure 3¢ Basic MapReduce architeCture [B].............uuvvurruririmmmiiiiiiiiseeess e e e e 3
Figure 4¢ Flexibility and efficiency tradeff for different computation solutions [10]...4
Figure 5¢ The Zyneg7000 All Programmable SoC architecture...............cccevevveeeeee. 5
Figure 6 ZC706 BOard FEATUIES.........uuuiiiiiiiieieiieeiiiiii it e e 6
Figure 7¢ HLSMapReduceFlow dataflow architecture.[8]..........ccccccovvvvvvveviriiiinninnnns 7
Figure 8¢ Basic datdlow architecture for Phoenix [17].......ccccouiieiiiiiiiiiiiniiiiieeeee 8
Figure 9¢ Singlenode heterogeneous accelerator architecture [23].........ccccceeeennnnns 9
Figure 10¢ Multi-node heterogeneous accelerator architecture [23]....................... 10
Figure 11¢ Topology of classical MapReduce framework.[G].............ooouviiiiiinnnnne. 16
Figure 12¢ Origiral MapReduce architecture proposed by Dean and Ghemawat [1]7
Figure 13¢ Zynq 7000 Block Diagram [27]........ccccuuuiiiiieiiiieeees e 20
Figure 14¢ ZC706 Evaation Board [15]............uuviiiiiuiiiiiiiiiiiisssssees s eee e e e e 21
Figure 15¢ ZC706 Highevel Block Diagram [27].......ccueueeeiiiiiiiiiiiiiiiiieeee e 21
Figure 16¢ Zynq device simplified architecture [14].......ccccoooeiiiiiiiiiiiiiiiiieeeeeeeeiiin, 23
Figure 17¢ Zyng7000 Memory Map [26]........c.ooiiuiuiimiiieiieeeee e 24
Figure 18¢ Vivado Design Suite Higlevel Design Flow [3Q]........cccoviiiiiiiiiiiiiiinnnnnn. 26
Figure 19¢ Vivado HLS Design FIOW [31].....cccvviiiiiiiiiiiiiiiei e 27
Figure 20¢ Simple Word Count application using a MapReduce framewark.......... 30
Figure 21¢ MapReduce worker architeCtur@Proposition............ccccuvvveeeeeeeeeevinnnnnnn. 31
Figure 22¢ Data splitting eXample............oueiiiiiiiiiiii e 32
Figure 23.¢ Inefficient data splitting example...........coooiviiiiiiecc e, 32
Figure 24¢ Dataflow friendly data splitting.............oovvvvviiiiiiieeieeieeeeeeeeeeees 33



Figure index

Figure 25¢ Map eXamPIe..........oeiiiiiiiiiii s 33
Figure 26¢ Reduce eXample.......cooooiiiiiiiiii e 34
Figure 27 Merge @XampPle..... ... e i 35
Figure 28¢ KeyValue streaming protocal..............cooovviiiiiiieeiiiiiieeeeeeeeveeevvveananes 35
Figure 29¢ KeyValue streaming protocol width.............ccccvviiiiiiiiiiieeeen 37
Figure 30¢ Example of an AXI Stream WaverlDr.................ooevvviiiiieeveeeieeeeeeeevieienaeeens 44
Figure 31¢ SPIt IP BIOCK ... 47
Figure 32¢ Split IP block behavioural.......................ccccce0 49
Figure 33GMap IP BIOCK ... 50
Figure 34¢ Map IP block behavioural.................cccooiiiir s 51
Figure 35¢ Reduce IP BIOCK..........ccoo oo 52
Figure 36¢ Reduce IP block behavioural..............c.cooveiiiiiiniiee 56
Figure 37¢Merge IP DIOCK.........uuuineieccccee e, 58
Figure 8. ¢ Merge IP block behavioural.............cccooiiiiiiiieee 60
Figure 39¢ MapReduce based Word Count worker architectute................c.ccvvuee. 62
Figure 40¢ Zynq ZC706 PlatforqmComplete MapReduce worker.............cccevvveeeen. 63
Figure 41¢ FIFO position and configuratian................ccccevvvviviiiiviiiiiiiiieaens 65
Figure 42¢ DMA PEPS INtEITUPL SETURD......uvriiiiiieeieiiiiiiiieiiei e ee e e e 65
Figure 43¢ MapReduce worker platform layouL..................ooevviiviiiiiiiiiiiiiiiiiieiinns 66
Figure 44¢ Hardware platform utilization report (%)............ccccoeeiiiiiiiiiiiiiieeeeeeeee, 68
Figure 45¢ Hardware platform power consumption SUMMary.........cccceeeereniuvvnennne 70
Figure 46¢ Word Count MR Worker Hardware Platform files..............ccccccvvvinnnnnnn. 74
Figure 47¢ Xilinx SDK integration flow and Hardw&eftware integration................. 75
Figure 48¢ ZC706 BSP and itS drVEIS.......cccoceeiiviiiiiiiiie i eeeveiiis e e e aeeenenn /O
Figure 49¢ System setup fIOW..........cccuviiiiiiiiii e
Figure 50¢ Main application behavioural flow...............cccooooiiiiiiii 80
Figure 51¢ ZYyNQ ZCT706 SEIUP. ....cuttieeiiiiiiiiitiieeee e e e e et e e e e e e e e e 84
Figure 52¢ System Latency using DMA per interruptions............cccccvveeieeeeeeeenvnnnnn. 86
Figure 53¢ System Latency using Reduce stage per palling........ccccccceevvviiiiivinnnnn. 87
Figure 54¢ Mean system latenCy COMPAIISON.........ccouviiiiiiiiiiiieieeeee e e 87
Figure 55¢ System throughput @StMAatioN................uuueiiiiiiiieiiiiii 88

Vi



Figure index

Figure 56¢ Word Count execution SamMpPIe............ccovriiiiiiiiiiiiiec e 89

Vii






Table index

TABLE INDEX

Table 1¢ Implementation report¢ Frequency, latency and throughput.................... 61
Table 2¢ Implementation reportg Programmable logic utilization..................cc........ 61
Table 3¢ Absolute hardware platform utilization repott.............cccceeeveveeeeniniiiiiiennee. 67
Table 4¢ Relative hardware platform utilization report..........ccccoeevieiiiiiiieiiieeeeeeeen 67
Table 5¢ Hardware accelerator utilization FactQr.............ccooeevveviiiiiiiiiiieeeeieeeeeeeinn, 69
Table 6¢ Slices utilization factor comparison with [34].........cccceeiiiiiiiiiiiiieiiieieeeee 69
Table 7¢ Used libraries and AriVEIS..........ooeevuiii i 77
Table8. ¢ Validation teSt KEYS.......coooeeiiiiiii e 84






Acronyms

ACRONYMS
A
Accelerator CoONerenCy POIt (ACR)........uuuiiiiieiiiiiiee et e e e e e e ettt ss s e s e s e e e e e aaaeeeeeaeesesennnns 6
Advanced eXtensible INtErface (AXI).......e e i e a e e e r e 6
Advanced Microcontroller Bus ArchiteCture (AMBA).........coioiiiiiiiiiiiiiiee et 6
Advanced Periperal BUS (APB).........uoiiiiiiiiiciii sttt e e e e e e e e e e e e aaara—————— 24
All Programmable (AR ... . oot e e e e e e e e e e e e et et et e e e e e ae—e— e aaaaaaaaaaaaaaanae 5
Application Processor UNit (APUY......coiuiiii ettt e st e e 20
ApplicationSpecific Integrated CirCUIt (ASIC) .. ..oiiuiiiieiiiiiie e 4
B
BaCKPIropagation (BR).........ueiiiiiiiiii ettt e e s s anaes 8
2] (oTod Q= Tl (=T R T Y ) T PP PPPPR 23
C
Central Processing UNIt (CRLL)........ooiiiiieie i eee s s s s s s e s e e e e e aeeaeeeeeeeeanerenes 6
Compound Annual Growth Rate (CAGR)......ccciiiuuiiiieiitiieie ettt ettt e et e e s sbbeeeee e e 1
Content Addessable MemOry (CAM).....cooi ittt e et e e e s ineeeeas 57
Controller Area NEIWOIK (CAN ... .ii it s e e e e e e e e e e e e e e et e e e e e e e e e aesraaanna e aas 20
D
Digital Signal ProCeSSING (DSP.)...uuuiiiieiiiii ittt e e e e st e e e e e ae e e e e e s sssasb e e e e e eaaeeeeesanannnrnreens 23
Digital Signal ProCeSSOr (DSR)........uueiiiiiiiiieie et e et e e e e ee b e e e e e e e e e e e aannes 4
DMA Per INterruptions SeTUP (DPIS)...... ittt e e e e e e e e e e 85
F
FieldProgrammable Gate Arrays (FPGA). ...t a e 4
FIrSt IN FIrSt OUL (FIFQO)...cei ettt ettt e e e e e e e ettt e e e e e e e e e e aa s snnbbbbe e e e eaaeaeeesaananns 35
1T o TN T o I (e o S SSS 23

Xi



Acronyms

G

General Purpose INpt@Uutput (GPIQ)........cc.uiiiiiiiiieee e r e e e e e e e e e e e e e e s s e nennannnrenneees 20

General PUrpose ProCessor (GRR)......coi i 4

Gigabit Ethernet (GIGE)........oou ittt e e arnes 20

(€ToToTo | [SI @1 [oT0 o I = F=a {011 s g 1N (10 = T USSR 8

Graphics Processing UNIt (GRU)........uuuiiiiiiiiie e ee et er e e e e e s e s sses e e e e aaee e s s s ssaenrasaeereaaaeeesanannns 4
H

[ P2 100 VT2 L= (o LAY EEPERERR 73

Hardware Platform (HWR).......ooeviiicee ettt s s s s e e e e e e e e e aeeeeeeeeeensnsnnnnnnnnnnn e[

High Performance and LOW POWET (HPL).........uiiiiiiiiiie ittt 5

HighPeformance Computing (HPC)......cooi ittt e e 91
I

TLO N a=TeT o] aT=T o= | ([ ) F T P PP T PP PRPO 20

Industrial Systems and CAD (SICAD)......cuiiiitiiiee ittt e b e e s s snr e e e e e aeeee 11

Institute for Applied MicroelectroniCS (IUMA).... ... e e i a e e e e e e e e aaaaaees 11

(a1 C=To [ = U=To l o ol e g = Y= o (0 85

Inter-Integrated CIFCUIL (I2C) ... o ei ittt et e e e et e e e et e e e e e aeee 20

LY = g T o o o1 (o Yo o I 1 1
J

JOINt TESt ACHOIBIOUP (JTAG). ... ettt ettt ettt e e e e e et e e s e s b e e e e nbbee e e e s anbbeeeeeannees 24
K

ST = 1L LT (Y TSRS 3
L

Y= R 0= Tod 1= (00 TP PRSPPI 22

Y I O Tod o L= (02 TP PP 22

(o] QU o T Ir=T o] L= (0 1 1) U P TP URTPPPRPT 23
M

[ =ToFo o)V (ISR (Y= ) P PP RRPR 17

Memory Mapped TO SIream (IMIM2).......coui ittt e e et e e e e e e e e s e bbebeeeeaaaaaaaeeeeaaannns 65
P

Particle Swarm Optimization (PSQ)......cciiuiiiiiiiiiiiee et e et ee e e sbbe e e e e e 8

Peripheral Component Interconnect EXPress (PCLE)......uu i it 62

(S = 10V -3 (o = ) PSP TPR TR 13

Xii



Acronyms

Power Management UNit (PMU)..........oioiiiiiiiiiiiieei e e e sess e e e e e e e e e e s s st e e e e e e e e e e e e e s annnnnrennnees 77

ProCeSSING SYSIEM (P.S)...ii i ittt ittt ee e et e e e st e e e e e e e e e e s s s e a e et eeeeeeesasasannrataerereeeeeeseaannnnnnrnne 5

Programmable LOGIC (PL)......eeei ittt st e e e e e s e e e e e e e e enres 5
Q

Quality Of SEIVICE (QOS)....iiieiiii ittt ee et et et e e e e e e e e e s s e sttt e ereeaeeeaeessaaanntnranereeeaaesesaanaanns 2
R

Random AccesS MemOIY (RAM).....cooiiiiiieiiiit ettt et e s e e et e e e e s anbre e e e e annees 22

RedUuCe Per POIING (RPP)......cco ittt e e e e e e e e e s s s e e e e e e e e e s e e s sannnntananneeeeaeeesaeannns 85

Register Transfer LEVEI (RIL). ... .. oo e e s s e e e e e e e e e e e e e e e e e e e eeeae e reerennrnnnnnnnnns 27
S

Secure Digital INput OULPUL (SDIQ).......uuiieeiiiiiie et s s e e e e ennes 20

Seaial Peripheral INterface (SRI)......ccooio oo e e e e e e e e e e e e e e e e s 20

Stream To Memory Mapped (S2MIML)......coouueiiiiiiiiiie ettt e e e s nnneeesd 65

SYSEM ON 8 ChIP (SOLC) .. ttieiitieiie ettt e et e st b e et e s sb b b e e e e e sabe et e e s anbb b e e e s annreeeas 4
T

Taiwan Semiconductor Manufacturing Company (TSIMC)......ccooeiiiiiiiiii e 5

BT =10} (ST (= ) PO UPTTRPPPPPRTN 13

Trimode Ethernet MAC (TEMAQC)....... i iieiiiieire e s e e e e e e e e e e ettt e ae ettt a s s e s e e e e e e e aaaaeeeeeensssnees 22
U

Universal Asynchronous Receiver/Transmitter (UART)........ooiiiiiiiiiiiii e 20

Universal Serial BUS (USB)........ooi ittt e ekt e et e e e s abbe e e e e s sabaeeeeen 20

011122 a0 o T = Tox (o] (1 1 TP 68
w

Worst Negative SIACK (WNS)........uiiiiiiiiiiee ittt siiee et e e s sitne e e s s snnneeeessnneeeessnnnees L O
X

Xilinx Analog to Digital Converter (XADC).......cuui ittt e e e e e e e e e anb b e eeeeeeeeas 24

Xiii






Chapter 1. INTRODUCTION

In this fiist chapter the reader is presented with the necessary background and
motivations that condibn the work done in thishesis including the objectives pursued
by the authors and the structure that the current documérdlds Bycareful reading of
this chapter, the readeacquires abasic knowledge about the origins and expected results

of this wak.

1.1. BACKGROUND

1.1.1. Global IP traffic
Every day we uselevices and systems that take advantage of data oriented

infrastructure such asnobile phones, tablets and / ,®h&t process and generatiarge
volumes of information This includesraffic from social naworks, search engines;raalil
exchange systems and a data derived from sensor monitorization systemsnuyseblic
transport andinfrastructure,vehiclessuchas airplanes, cargic.X [1], [2]. Figurel shows
global Internet Protocol P) derived traffic, which is in continuous growth, with2820
forecast 030.4 to 34.%% traffc generatedby North America and Asia Pacific regidresed
on a 2 %Compound Annual Growth Ra{€AGIRIn between the years 2015 and 20[A).
This impliegylobalPtraffic of a volume around 110xebytes(p ft%A U § BeOmonth, in
2017 only2].
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Figure 1. 8Global IP traffic growth forecast per region [2]
To provide a satisfactory level Qfuality of ServicéQoS and guarantee efficient

network traffic, it is necessary to understand the underlying behavioliP efetworks and

AGQa RIFGF LINE OSaa A yadtheigbBalistvadic groysRargiaéhdel v A |j dzS a

[3].

1.1.2. An introduction toBig Dataand Map-Reduce
The term Big Data is understood as theaffic of information that flows in
immeasurable quatities between sources, incluaj social networks, public databases

mobile devicesbank and insumace transaction dategtcX | & A (0 Flgare2a K2 g6y AY

Archine
Archives

Figure 2. 0Big Data sources
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1.1 Background

Ultimately, Big Data is collected, structured, organized and indexed for its analysis
and useful data extraction; siadhe elements that compose the datasets itself have no
value on their own, we use sophisticateldjorithms, comprised ithe Data Mining and Big

Data Analysis fields, to find recurring patterns and conceive useful informdfion

A classic approach to information processing in Big Data for lahgster
organization is the MaReduce (MR) programming model, as proposed by Google and used
to process vast amounts of data using a high amount of processing [dhif7]. The
MapReduce Algorithm comprises two main phases: the mapping phase, where the data is
processed andranslated to useful informatioas aso caled key-value (K\) pair, and the
reduce phase, where thieey-value structured datés merged based on a given critejd,

[7]. This criterionO2 dzf R 6S | NBLISGAGAZ2Y O2dzyGAy3a aeai
combination of both or arithmetic operations of anythem, as it depends on its ultimate
application A generic MapReduce architecture, that complies with the afore mentioned
explanation, is shown iRigure3. In this example, the data is firstly split into multiple data

chunks ad given to the mapping stage. Once the mapping is done, the information is
shuffled and given to the reduce stage, where every reduce element represents a reduce
criterion or applicationThe data is merged at the end of the reduce stage, to comprise

uselul, processed information.

Map stage Reduce stage
I -------------------------- "
I 1
1 2 BBE—{ Map B 00 || Reduce |!
1
I 1
2| |2 BEN || Map BE B || Reduce o
o o | —
c wv [\ . I S
\I\ : | =
I 1
. HEE [ Map B 0B || Reduce [i

Figure 3. 8Basic MapReduce architecture [6]

The MapReduce framework finds a wide range of applications, from matrix
arithmetic (Matrix Multiplication), text processing (String Matching, Word Count), image
processing (RGB Histogram) andvariety of Machine Learning (ML) and Artifcial

Intelligence(Al) kernels (Linear Regression, PCA, Kmeztn3 (4]¢[6].



Chapter 1 Introduction

Systems dedicated to data processing, analysis and organizateipmputation
intensive, which implies a nemegligible computation derivel latency, high memory
storage requirements and high power consumptidtar this reason, it is necessary to

design and develop custom solutions that to attackthese problemg6], [8], [9]

In order to address this need, as a result of recent research and developments in
the field, it has been concluded that hybrid architectures, between General Purpose
Processor (GPPR)achines and FielBrogrammable Gate ArraysPGAdn a single System
On a Chip (So@gased platform can address this problem, creating solutions with high

computing caphility and low power consumptiof6], [8], [9]

1.1.3. FPGA based flexilgpatforms

From an architectural point of view, we can distinguish two main imphaaten
types: software based programs and solutions on a multicore GPP or hardware based
implementations on Applicatio®pecific Integrated Circgit(ASIC) or FPGA], [9]. In
between bothof the presented solutions, FPGA based platforms implement efficiently
compex electronic systems with low power consumption, although its flexibility is inferior
to other applications, such as Digital Signal Processors,(B&phics Processing Units

(GPUR NJ Dt t Q43 |IFgurédi Ad &K26Yy AY

Flexibility

FPGA ASIC

- >
Efficiency

Figure 4. d Flexibility and efficiency trade-off for different computation solutions [10]

To achieve maximum flexibility between genepakposeand particular solutions

for a given systemye can incorporaté&sPP processors altogethaith an FPGA core, thus
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1.1 Background

creating a system with theomputation capabity of addressing the desired tasBuch a
device ixconsidereda FPGA based SoC.

From a commercial point of viewe can find configurable platforms of this kind
(GPP + FPGA) from multiptifferent companies on the market in the field of
programmable dewes. Thighesisfocuseson solutions provided by Xilipyparticularly

focusing orthe Zynq All Programmab({&P)SoC series.

Xilinx Zynegr n nn ! tare fnadé up af two main blocks: firah ARM CortexA9
MPCore operatingt amaximumfrequency of 1 GHz, and secondly, a 7 series Xilinx FPGA
made throught { a /c @&l HPLprocesq11]. Additionally, the mentioned Sdftegrates
multiple highspeed transceivers and peripherals to allow for a wide range of solutions with
a single device[12]¢[14]. Figure 5 shows the architecture of the Zyr¢p00 All

Programmable SoC device.

PROCESSING SYSTEM

e FLASH CONTROLLER MULTIPORT DRAM CONTROLLER
< b NOR, NAND, SRAM, QUAD SPI DDRS, DDRAL, DDR2
> X e AMEA® INTERCONNECT ] | [_AMBATINTERCONNECT

. .

2 + ARM® CORESIGHT® MULTICORE DEBUG AND TRACE

B NEON" DSP/FPU ENGINE NEON* DSP/FPU ENGINE

. . CORTEX"—A9 MPCORE CORTEX"-A9 MPCORE
—* 2 UART < || 32BI32kB D CACHES 32kB/32kB I/D CACHES

U lewl G0 | 512kB L2 CACHE

0 _ SNOOP 256kB

€ | [ axso0 | o GENERALINTERRUPT | WATCHDOG | cONTROL |  ON-CHIP

o = 71 WITHDMA | = UNIT MEMORY

e CONFIGURATION | TIMERS | DMA
| 2XUSB |,

A
A

<7 |_wrrHoma [T #
2X GigE | o 1
-—> - =
WITH DMA AMBA® INTERCONNECT SECURITY AMBA® INTERCONNECT

A AES, SHA, RSA
B \ hakad YV Y
J ACP HIGH-PERFORMANCE
GENERAL pURPoSE Rroms
2x Ié‘c",‘i,ux, PROGRAMMABLE LOGIC 1!;%'3 f}ngs
THERMAL SENSOR (SYSTEM GATES, DSP, RAM)
[ MULTISTANDARD 1/Os (3.3V AND HIGH-SPEED 1.8V) | MULTIGIGABIT TRANCEIVERS

Figure 5. 6 The Zyng-7000 All Programmable SoC architecture

As shown in the previous figure, the ZyR@00 devices are composed of
Programmabld.ogic (PLyellow) and the Processing System (Bie). The Zyng PL owns
Ada FSIddaNBa G2 GKS 7 aSNASa CtD! Qa FTNRY
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Chapter 1 Introduction

Advanced Microcontroller BuArchitecture (AMBAAdvanced eXtensible Interface (AXI)

and Accelerator Coherency Port (A@mRgrfaces.

ThisMI & G S NXuses ¢th& A6 Edaluation Kit, which employs two 32 bit ARM
Cortex A9 Central Processing Units (Cid)a 7 series Kintex FP@AA]. The employed
device (XC7Z045 FRIB, Figureb) has enough resources to integra8ig Data platform.

ARM FMC HPC FMC LPC SD Card
Connector Connector Interface Connector

SFP/SFP+ Dual Quad-SPI DDR3 Memory ARM PJTAG
Module Connector Flash (128Mb) 1GB (4x256Mb) Header XADC Connector

PMBus Connnector
System Clock, User LEDs
2.5V VDS

USB-to-UART Bridge
w/Mini-B Connector

.
T Power On/Off

Switch

S~ 12V Power-Input

USB JTAG Interface Connector

w/Micro-B Connector

Power Management

DDR3 SODIMM
System

Memory Socket

USB 2.0 ULPI Controller

Ethernet PHY
therne! wi/Micro-B Connector

Status LEDs

Zthermet RJ45 Connector /‘! ;.

10/100/1000 Mbps =

HOMI Video Connector _/ =’

HDMI Controller

PMOD Headers

User DIP Switch

“PCI Express Zynq-7000 Zynq SoC Boot Mode

GTX Differential SMA | User Push-Buttons,
Connector SoC DIP Switch TX&RX P/IN Active High
User Differential GTX FPGA PROG GTX Differential
SMA Clock P/N Transceivers Push-Button SMA Clock P/N

Figure 6. §ZC706 Board Features
1.1.4. State of the art

Previous work has been done in the MapReduce acceleration through FPGA based
solutions. One of the most important contributions is the fairly recent work done by
Diamantopoulos and Kachris [B] by substituting high power consuming muttore
processors involved in MapReduce tasks with Virtex Ct, Dnp@ang the overdl
throughput by a factor of 4.3 and reducing power consumption by a factor of two orders
of magnitude.Diamantgoulos and Kachris propose the so called HLSMapReduceFlow, a
reconfigurable MapReduce accelerator that can be scaled up to data centers with high

programming efficiency by using the Vivado HLS design@pws presented ifrigure?.
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apply Array-partition ____
Vivado directive

k-port MapReduceAccef Dataflow processing J-POrt MGPRE‘dUCEACf-“E’
parallel BRAM memoV parallel BRAM memory
bttty A

1
—— Processing ! MapAccel BRAM #1 '
E’t‘zer;;ael Storage [ ! MapAccel BRAM #2 : ;
(Flash/DRAM) ! MapAccel BRAM #3 '
1 !
' i

1

1

MapAccel BRAM #k !

| |
\ ReduceAccel BRAM #1 ! Processing Extornal
™ ReduceAccel BRAM #2 | 1 Storage Storage

|

ReduceAccel BRAM #3 | 1 (Flash/DRAM)

I

I

I

I

]

ReduceAccel BRAM #]

Figure 7. 8HLSMapReduceFlow dataflow architecture [6]
In this case, e input data is split into fragments for the MapReduce architecture

located in the FPGA hasdre, and merged once the data reaches the end of a reduce

stage The mentioned MR architecture is put through a thorough verification phase by

usingHistogram, Matrix Multiplication, String Match, Linear RegmssPCA, Knams and

Word Count applicationsSimple applications (Word Count or Linear Regression) achieve

an average computing time reduction by a factor of 2 while power consumption is reduced

by a factor of 25 for all applications.

Thisarchitecture is fairly typical in such applications, asvanan [16] by Ranger,
Raghuraman, Penmetsa et al., amgkdto present the Phoenix programming API, based
2y D223t SQa a [7]LTwSHhoOSmpetdhtation bases ifsen the same
basic principles upon which the MapReduce frameworoisstructed which is: the map
function processes the input data and geates a set of intermediate Keyaluepairs, and
the reduce function merges the intermediate pairs which havedhme key16]. Phoenix
differs from the originaMR framework in that it targets sharethemory systems such as

multi-core chips.

a4 27F (2 R madem iter&idnSrgtaiiesthe name of Phoenix++, which
addresses limitations of the original Phoenix implementatisuch asn improvement to
the key-value storage, ah correction to aninefficient combiner behaviouratode that
causedmemory access overhead and an improvementte overall MapReduce task
chunking[17].t K2 Sy AEbb K286 SOSNE SyLiz2ea GKS al

original, as presented iRigure8.
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Chapter 1 Introduction

Figure 8. dBasic data flow architecture for Phoenix [17]

Phoenix and Phoenix+tilize similar verificatiotechniquesas the aforementioned
work by Diamantopoulos and Kachrig6h, by using Histogram, Linear regression, Kmeans,
PCA and Word Count applications in order to estimate the efficiency of the

implementation.

Although it is evident that Phoenix++ has its applications in sharechory systems
with predominantlya software implementation, we wartb stress that the frameworks
behaviour, approaches to latency and throughput issues and means of verification, serve

as a backbone to this wotk implement a hardware based MapRedua@dusion.

Another recent work done in the field of software implementations dfapReduce
framework, is presented 18] by Lu, Zhan, Huynh et alhere an optimized MR
framework is used on an Intel Xeon Phi processor and compared to the Phoenix++ model,
evaluating both performancewith the mentioned applicationsCao, Cui, Shi et dl19]
employ the MapReduce framework on a bgmbpagation (BP neural network in
combination with a Particle Swarm Optimization (P&@Jrithm to improve the PSitself,
optimize the design of the MR related tasks and therefore achieve a higher classification
accuracyAly, Montréal, Shaban et 4R0] apply a MapReduce framewqrmployed on a
Google Cloud Platform (GQB)analyse data generated by industrial systeidglia is a
scalableMR framework utilizedyy h LISy / [ 0 lasidvelop€d bip Wang, Zhang,

He et al.[21], that uses MapReduce OpenClio reduce significantlypower and time
consumption, astheir Altera Stratix V GX FPG#8 compared to CPU and GPU

implementations with the sam&nctionality and application.
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